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Abstract—Speech command recognition (SCR) services for
smart homes rely on enterprise cloud servers and a fast internet
connection. This negatively impacts service availability in offline
use, and it raises privacy concerns in online use. The utilization of
high computational resources on Internet-of-Things (IoT) nodes
and IoT gateways, allows for traditionally cloud-based services to
be implemented closer to the end users. In this paper, we propose
a SCR system that consists of an energy-efficient IoT node that
communicates over a private BLE home network with an IoT
gateway. Feature extraction on sound signals is performed on
the IoT node, and speech command classification is performed
on the IoT gateway using a novel deep neural network (DNN)
model. We evaluate the DNN model accuracy of the proposed
system using k-fold cross validation, and tune it based on the
effect of different feature extraction parameters on the prediction
accuracy, the IoT node energy consumption and system latency.
The proposed system performs a task (sound acquisition, feature
extraction, transmission and classification) with accuracy higher
than 87.8%, latency ∼1.136 sec, and consumes ∼0.87 J of energy
on the IoT node per task. The estimated system battery life is
more than 422 days when performing a task per minute using
a 3.7 V, 2000 mAh battery. The long-term battery life and the
small footprint of the proposed system, make it ideal for cable-
free discrete smart home installations and for wearable devices,
while its offline availability reduces privacy concerns.

Index Terms—IoT, speech command recognition, edge comput-
ing, microcontroller, deep neural network

I. INTRODUCTION

IoT systems are often used in home automation applications,
such as smart lighting, smart garage doors and smart garden
watering to name a few. Such systems utilize inter-connected
microcontroller units (MCUs) for controlling actuators such
as solenoid valves, motors and displays, and they typically
require a human-computer interface (HCI). A speech com-
mand recognition (SCR) system is a HCI that processes audio
and intelligently recognizes whether it contains one of the
acceptable speech commands.

Several commercial SCR products exist such as the Amazon
Alexa, Apple Siri and Google Home, that can be used to
interact with MCUs in smart home applications. Existing SCR
systems rely on a fast internet connection in order to connect to
powerful enterprise cloud servers for performing inference by
streaming data originated from user speech over the internet.
Although some do offer very limited offline speech control,
the user can only use them with compatible devices. This
introduces obvious limitations on what the user can interact
with when offline, and it raises privacy concerns in online

use. Furthermore, these devices need to be close to the user,
which can be impractical for everyday use due to their size
and power cable requirements. Thus, for cable-free discrete
home installations or for wearable devices, a SCR system with
a small footprint, which can offer long-term battery-powered
operation, is required.

State of the art SCR systems [1] are based on deep learning
[2] models, which exhibit high accuracy and good generaliza-
tion ability. However, deep learning neural networks usually
require large amounts of processing power and resources, often
running on high-end, expensive Graphical Processing Units
(GPUs) for both training and inference. While deep learning
models for keyword spotting quantized to 8 bits can fit on high
performance, power hungry microcontrollers [3], this approach
is not suitable for energy efficient applications and larger
problems, such as speech recognition or machine translation.

A promising alternative to cloud computing in IoT systems
is edge computing [4]–[9] either by performing on-node
processing (aggregating, compressing, or extracting features
from raw data) to reduce the amount of transmitted data, or
by deploying high performance devices (edge devices) closer
to the end-nodes. Applying edge computing on SCR improves
the power consumption of the system, and allows for offline
use which reduces privacy concerns.

In this paper, we propose an energy-efficient speech com-
mand recognition system based on edge computing on a pri-
vate network over the Bluetooth Low Energy (BLE) protocol.
It consists of an IoT node with a microphone that performs
mel-scale feature extraction on sound signals, and an IoT
gateway that executes a novel deep learning neural network
model for speech command classification. The remainder of
this paper is organized as follows: Section II presents the
architecture of the proposed system, and Section III presents
the feature extraction, dataset generation and model training
processes. In Section IV, we present the implemented system
prototype, evaluate the efficacy of the proposed model using k-
fold cross validation, and tune it based on the effect of different
feature extraction parameters on the SCR task accuracy, energy
consumption and latency. The proposed system performs a
task (sound acquisition, processing, and BLE transmission)
with accuracy higher than 87.8%, latency of ∼1.136 sec, and
consumes only ∼0.87 J of energy per task. The estimated
battery life is more than 422 days when performing a task per
minute using a 3.7 V, 2000 mAh battery.
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Fig. 1. Architecture diagram of the proposed system

II. PROPOSED SCR SYSTEM ARCHITECTURE

Fig. 1 presents a high-level overview of the system ar-
chitecture. The system consists of two parts: the IoT node
and an inference server that runs on a private IoT gateway.
The IoT node consists of a microcontroller unit (MCU), a
microphone and a BLE module for wireless transmission.
The MCU performs audio sampling, feature extraction on
the captured signal, and data transmission of features using
BLE to the inference server, which is executed on an IoT
gateway. Upon data acquisition, the inference server executes
a novel deep neural network model for command classification
according to which actuators are controlled. The IoT node
operates with a limited battery, therefore it usually operates in
sleep mode. In sleep mode, clock-gating and power-gating are
applied to the MCU and only a low frequency internal clock
awaits for a user interrupt, which is signaled with the press
of a button. Upon an interrupt, the MCU wakes up into active
mode to perform its tasks. After task completion, it falls back
into sleep mode. The private inference server can offer the
SCR service to more than one IoT nodes (Fig. 1).

III. PROPOSED SYSTEM OPERATIONS

A. Feature Extraction

Initially, a sound signal x is sampled (shown in Fig. 2(a))
for duration tx using a microphone with a sampling rate fs.
Features are extracted from the signal using the Fast Fourier
Transform (FFT). We use NFFT samples for each FFT frame.
To reduce spectral leakage during FFT, a Hamming window
filter (shown in Fig. 2(b)) is applied on the signal:

x̂i = xi · w[i] ∀i = 1, 2, · · · , N

where x̂ is the input signal of the FFT (shown in Fig. 2(c))
and w[n] the Hamming window, given by:

w[n] = 0.54− 0.46 cos

(
2πi

NFFT − 1

)
In order to capture as many features as possible, we generate

a spectrogram of the signal with a sliding window. Parameter
K determines the overlap between sliding windows and the
smoothness of the spectrogram. The start of the next sliding
window is given by a hop length H using:

H =

⌈
NFFT

2K

⌉
, K ∈ Z+

For SCR using AI, the Mel logarithmic frequency scale
[10] is typically utilized, because it resembles human hearing.
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Fig. 2. Feature extraction process

TABLE I
MODEL SET OF CLASSES

Class action Class action
Light turn lights on/off Shutdown turn off the system
Coffee control a coffee machine Confirm weak prediction warning
Garage open a garage door Noise play white noise
Music control spotify player Unknown no acceptable prediction

Particularly, frequencies are distributed to NM number of mel
frequency bins (Fig. 2(d)). The spectrogram shape after the

applied filters, shown in Fig. 2(e), is:
⌈

tx·fs
H

⌉
×NM .

B. Deep Neural Network Classification

State of the art deep neural network models for SCR [1]
achieve very high accuracy scores at the very large benchmark
dataset [11] that is not suitable for smart home applications.
Considering the small scale of our custom dataset, we intro-
duce a simple model tailored to smart home applications.

1) Dataset Generation: The custom dataset D used for
this work contains |D| = 905 samples for eight classes S,
shown in Table I. An element in the dataset is a pair of: (a)
a spectrogram spanning 4 seconds; and (b) the corresponding
class. For the dataset generation, sound clips were recorded
by two different actors, a male and a female, using two
input devices, a headset microphone and a mobile phone.
For the “Unknown” class single word commands that do not
belong to the acceptable speech commands and various home
background sounds are also recorded, such as noise, general
speech and silence. The clips are then padded to 4 seconds.
Fig. 2(e) shows the spectrogram of a sample.

2) Classification Model: The process of extracting spec-
trograms from audio reduces the SCR problem into an image
recognition problem. Therefore, for the proposed model, we
expand a simple and efficient model for optical character
recognition [12]. The inference model is a deep neural network
that performs classification and outputs the probability of an
input belonging to each class. Upon unsuccessful prediction,
determined by a max probability lower than a predefined
threshold, a response of the “Unknown” class is provided by
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Fig. 3. Proposed neural network model
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Fig. 4. Neural network training: (a) depicts overfitting, as validation accuracy
plateaus, while training accuracy continues to climb, resulting in an early stop;
(b) depicts a successful training run without overfitting

the model. Our proposed neural network, shown in Fig. 3,
is composed of two 2D convolutional layers followed by a
max pooling layer and three fully connected layers. The ReLU
activation function is used for all but the last layer, where the
Softmax function provides the classification.

3) Training process: We use the sparse categorical cross-
entropy loss function, and minimize it using the Adam opti-
mizer with a learning rate 1×10−4. During preliminary testing,
the dataset D is split randomly in three parts: a training set
(60%), a validation set (10%) and a test set (30%). Learning
rate η is reduced after 10 epochs and an early stop occurs after
20 epochs, if there is no improvement in the validation set loss.
The model has a total of 38, 195, 912 trainable parameters. To
combat the almost immediate overfitting of the network due
to the small scale of the dataset (Fig. 4(a)), we introduce high-
probability dropout layers (shaded layers in Fig. 3) after every
convolutional and fully connected layer, except for the output
layer. A dropout layer selects randomly outputs and sets them
to zero during training, and we observe the effect of improving
the generalization ability of our model. Fig. 4(b) depicts the
training accuracy with higher dropout probability values.

IV. EXPERIMENTAL RESULTS

A. Experimental Setup and Bill of Materials

For the implementation of the proposed system prototype
(shown in Fig. 5), an STM32 development board with an
Arm m4+fpu processor, a BLE module and a microphone
module (with the MAX9814 amplifier) are used at the node
device. The node executes the Mbed OS real-time operating
system. The inference server runs on a Raspberry Pi 3. Table
II contains a detailed bill of materials. The inference model
is implemented by utilizing the Tensorflow Keras deep
neural network library. A sound sampling rate of fs = 8 kHz
is used during all conducted feature extraction experiments.

Fig. 5. Proposed System Prototype

TABLE II
BILL OF MATERIALS USED FOR THE PROPOSED SYSTEM PROTOTYPE

Role Type Device cost (e)

IoT Node

32 bit MCU STM32F446RE 12.71
BLE module AT-09 (CC2540) 4.76
microphone module Adafruit MAX9814 6.73

Inference Server single-board computer Raspberry Pi 3 28.88

TABLE III
MODEL PERFORMANCE IN TERMS OF ACCURACY AND EXECUTION TIME

ON THE MCU FOR DIFFERENT FEATURE EXTRACTION PARAMETERS

feature parameters model accuracy % time (s)
NFFT K NM Acc. Range Med Low High tact
256 2 26 83.53± 3.89 83.33 80.60 86.47 9.454
256 2 30 86.30± 4.70 83.33 82.75 89.84 9.559
512 1 26 87.95 ± 3.06 87.84 85.65 90.26 5.136
512 1 30 87.73± 3.97 85.71 84.73 90.73 5.171
512 1 50 87.84± 3.06 87.91 85.53 90.15 5.327
512 2 26 87.50± 3.66 87.30 84.75 90.26 9.845
512 2 30 87.84± 3.70 87.30 85.05 90.62 9.912
512 3 26 87.62± 4.06 86.19 84.56 90.68 14.470
1024 1 26 91.38 ±2.75 91.11 89.30 93.45 5.356
1024 1 30 90.49± 3.67 90.56 87.72 93.26 5.359
1024 1 128 89.38± 2.76 90.00 87.30 91.46 5.867
1024 2 26 87.95± 2.56 87.78 86.02 89.88 10.373

B. Prediction accuracy and service latency evaluation

In order to evaluate the neural network prediction accuracy
for a set of feature extraction parameters, we used k-fold
cross-validation [13]. Specifically, the dataset is divided into
k parts (folds), at each iteration training the model using k−1
folds and evaluating its performance on the remaining fold. We
reset the model weights on each iteration, which ensures that
the model does not retain information from previous training
iterations, and the complete dataset is used for both training
and evaluation, with zero overlap in the training and test sets.
The model prediction accuracy on the test set is calculated
at the end of an iteration, and the resulting mean of the k
accuracy scores is used as a metric of model performance.

In Table III, we examine the model prediction accuracy,
using 10-fold cross-validation for a set of feature param-
eters {NFFT ,K,NM}. Column “model accuracy” contains
the cross-validation accuracy range, the median value, the
confidence low and confidence high values. Fig. 6 depicts
the cross-validation accuracy confidence values for the same
parameters as boxplots. The last column, labeled as “time”,
in Table III contains the execution time tact of the feature
extraction process on the MCU. Note that each voice command
spans for 4 sec, therefore the latency L of the system is
computed using L = tact−4 sec. We observe that the selection
of parameters affects the model accuracy, as expected, but the
accuracy of all the examined parameters is always higher than

3



25
6 2

 26

25
6 2

 30

51
2 1

 26

51
2 1

 30

51
2 1

 50

51
2 2

 26

51
2 2

 30

51
2 3

 26

10
24

 1 
26

10
24

 1 
30

10
24

 1 
12

8

10
24

 2 
26

Parameters <NFFT K NM>

80

85

90

95
M

od
el

 A
cc

ur
ac

y 
%

Fig. 6. Boxplots of model cross-validation accuracy
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Fig. 7. Lifetime analysis of the proposed system for different power cells

83.33%, and in many cases higher than 90%. Interestingly,
we observe that the choice of model parameters considerably
affects the execution time tact for feature extraction on the
MCU, which spans in the range 5.136 to 10.373 seconds.

C. Tuning for Battery Life

The feature extraction execution time on the MCU affects
both the system latency and the energy consumption of the
IoT node (MCU, BLE module, microphone). Therefore, it
is important to select features that minimize processing time
tact. Specifically, the energy Esample that is consumed for
recording and processing a sound sample is given by:

Esample = Vdd · (IMCU + IBLE + IMIC)× tact

where Vdd = 3.3 V, IMCU = 33.7 mA, IBLE = 18.2 mA
and IMIC = 3.1 uA the active currents of the MCU, the BLE
unit and the microphone, respectively. Table III presents the
processing time tact required by the MCU to process a sample
of 4 seconds for the examined feauture extraction parameters.
By examining Fig. 6 and Table III, we identify the set of
parameters with the lower execution time Tact = 5.136 sec.
These are: NFFT = 512, K = 1 and NM = 26. With
these parameters, the proposed system performs with 87.95%
prediction accuracy, latency of only L = 1.136 sec and the
MCU consumes energy of Esample ≈ 0.87 J per 4 second
sound clip. Based on this energy, we compute the battery
lifetime of the MCU as a function of the activation period
of the system. The results for 3.7 V batteries of 250 mAh,
500 mAh, 1000 mAh and 2000 mAh sizes are presented in

Fig. 7. The estimated system battery life is more than 422 days
when performing a prediction per minute using a 3.7 V, 2000
mAh battery, while it reaches 1471 days (4.03 years) when
performing a prediction per 10 minutes.

V. CONCLUSION

We proposed a SCR system (Fig. 1) suitable for smart
home applications that consists of an energy-efficient ARM
Mbed IoT node that performs feature extraction (Fig. 2); and
a Raspberry Pi 3 IoT gateway that performs speech command
classification using a novel DNN model (Fig. 3). We evaluated
the accuracy of the DNN model using k-fold cross validation
(Table III), and tuned it based on the effect of different feature
extraction parameters on the SCR task accuracy, IoT node
energy efficiency and system latency (Section IV.B and Section
IV.B). The achieved accuracy (higher than 87.8%), the low
latency (∼1.136 sec), the long battery life (422 and 1561 days
for heavy and normal usage, respectively, using a 3.7 V, 2000
mAh battery), and the small footprint (Arm Mbed platform)
of the proposed system, make it ideal for cable-free discrete
smart home installations or for wearable devices, while its
offline availability reduces privacy concerns.
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